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Understanding InfiniBand

InfiniBand is a technology that was developed to ad dress the performance problems associated with data
movement between computer input/output (I/0) device s and associated protocol stack processing. Althoug h
InfiniBand was developed to address I/O performance , InfiniBand is widely deployed within high perform ance
compute (HPC) clusters due to the high bandwidth an d low latency transport characteristics it offers.

This document is an introduction to InfiniBand conc epts and technologies and how these relate to HPC.
This document also provides a brief overview of IP-  over-IB, SDP, uDAPL and MPI protocols that are comm  only
encountered using InfiniBand.

INTRODUCTION

Computers are made up of a number of addressarteats—CPU, memory, screen, hard disks, LAN and Bkédface etc.—that use
a systems bus for communications. As these elerents become faster, the systems bus and overbsadaed with data movement-
commonly referred to as I/O-between devices hasrhea gating factor in computer performance.

To address the problem of server performance wipect to I/O in particular, InfiniBand was devaldms a standards-based protocol

to provide data movement offload from the CPU tdidated hardware, thus allowing more CPU resouwés dedicated to application

processing. As a result, InfiniBand, by leveragimegworking technologies and principles, providedaale, high-bandwidth transport for
efficient communications between InfiniBand-attatldevices.

INFINIBAND ARCHITECTURE

InfiniBand defines an architecture that leveragetsvorking principles—switching and routing—to providecalable, high-performance
server I/O fabric. InfiniBand provides transponhsees for upper-layer protocols and supports ftmmtrol and quality of service (QoS)

to provide ordered, guaranteed packet deliverysactioe fabric. An InfiniBand fabric may comprisewamber of InfiniBand subnets that
are interconnected using InfiniBand routers, whesreh subnet may consist of one or more InfiniBamitches (Figure 1) and InfiniBand-
attached devices. Each point-to-point connectichiwian InfiniBand subnet is referred to as a limkg may be copper, optical, or even a
printed circuit board.
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Figure 1. InfiniBand Functional Elements

Channel adapters (CAs) provide the device withrdiniBand interface and protocol stack to providenenunications between
InfiniBandconnected devices. InfiniBand supports types of channel adapter: a host channel adép@®h) and a target channel adapter
(TCA). An HCA supports the full InfiniBand protocstack and may initiate or accept connections tiwaon other InfiniBand-attached
devices. By contrast, a TCA supports a subsetefrtfiniBand protocol stack. InfiniBand-attachedldarrays are examples of InfiniBand
TCAs.

InfiniBand switches and routers support unicastmndticast packet forwarding between InfiniBanchalted hosts. InfiniBand switches
forward packets between hosts attached to the b€Em@Band subnet using the destination local ID). within the local routing header
(LRH). InfiniBand switches are also responsibledaforcing QoS and flow control within the InfiniBa network.

InfiniBand routers forward packets based on thertrét Protocol, version 6 (IPv6) format destinatitwbal ID within the global route
header (GRH). As with IP routers, InfiniBand rostegwrite the LRH and decrement the hop limit & tame as it is forwarded between
subnets. It should be noted that although theiB#ind standard defines a router, currently theeenarcommercially available InfiniBand
routers.

The InfiniBand subnet manager (SM) provides aatiamagement of the operational characteristicseofrtfiniBand fabric and,
consequently, the SM is critical to the operatibthe InfiniBand fabric. Within an InfiniBand netwqg the SM is responsible for:
Discovery of the InfiniBand fabric topology
Discovery of InfiniBand-attached nodes
Activation of new links
Path calculation and distribution

Configuration of attached switches and end nod#s atal and global IDs, partition keys, etc.
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Configuring switch forwarding tables, virtual lateservice level mappings, etc.
Receiving and reacting to subnet management agentse

An InfiniBand SM communicates with SM agents th& ambedded within each element of the InfiniBaatatit, including HCAs,

to learn the topology of the network. When allfod tevices that are attached to the InfiniBand subave been discovered, the SM
distributes local and global IDs, configurationgaeters, path routing information, and so on, &ltfiiniBand nodes to ensure
configuration and policy consistency.

Given that the SM controls all operational aspetthe InfiniBand network, SM redundancy is criticdlthough only one SM can
actively manage the InfiniBand network at any tite, InfiniBand architecture allows the definitiohmultiple SMs that provide backup
services in the event of an active SM failure. $@blish which SM has the active management roéeSMs negotiate which SM will be
active, and what the standby hierarchy is in trenewef an active SM failure. If an SM with a highwriority joins an InfiniBand fabric that
has an established active SM, the SMs will negotiagraceful handover of active status to the mighierity SM. The SMs also exchange
information periodically to maintain database cetesicy and ensure continuous operation in the efenprimary SM failure.

The InfiniBand standard does not mandate whetheeB¥ function is embedded within the InfiniBand ®hielements, hosted within
a workstation as a standalone function, or a mexafboth. The Cisco SystefhmfiniBand Server Switching products offer both
embedded and standalone SMs to provide flexibléogleent and performance options.

INFINIBAND PROTOCOL STACK

From a protocol perspective, the InfiniBand arattitee consists of four layers: physical, logicatwork, and transport. These layers are
analogous to Layers 1 through 4 of the OSI protstadk (Figure 2). As with the seven-layer OSI nhoglach layer in the InfiniBand
architecture abstracts its operation and providedgces to adjacent layers. One important aspeitteofnfiniBand model is that all
InfiniBand functions are implemented in hardwarbehost CPU is not interrupted or used for InfimiBaransport and consequently
InfiniBand is an efficient and high-performancentsport protocol.
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Figure 2. InfiniBand Protocol Stack

InfiniBand provides, in hardware, all services riegd to move data between hosts. To leverage gersices, the application must be able
to interact with the InfiniBand hardware eithervegiting the application to use the native InfiniBaverbs interface, or by leveraging an
intermediate layer such as the message passintpzegMPI) or user Direct Access Programming Lagg(uDAPL). If the application

is a sockets-based protocol, the Sockets Dire¢bPob(SDP) allows the application to leverageniBiand capabilities without costly
application software changes. The operation of BRMPI, uDAPL, and SDP are discussed later in doisument.

InfiniBand supports Ethernet functionality using ttaw datagram transport that tunnels the Ethemepsulated packets within the
InfiniBand payload. IP-over InfiniBand (IPolB) erlab IP communications between Ethernet and InfiniBattached hosts using either
IPv4 or IPv6. It should be noted that InfiniBandiserver 1/0 technology that is not intended faee LAN or WAN technologies.
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InfiniBand Physical Layer

The InfiniBand physical layer specification supgdtiree data rates, designated 1X, 4X and 12X, loatr copper and fiber-optic cables.
The base data rate, 1X, is clocked at 2.5 Gbhpssammdnsmitted over two pairs of wires—transmit aackive—and yields an effective
data rate of 2 Gbps full duplex (2 Gbps transmigths receive). The InfiniBand 4X and 12X interfacse the same base clock rate, but
uses multiple pairs, where each pair commonly refeto as a lane. This enables an InfiniBand 4¥rfate to realize a signalling rate of
10 Gbps (8 Gbps data rate) using 4 lanes, andf@iiBand 12X interface to realize a signalling rafe30 Gbps (24 Gbps data rate) using

8 lanes.
Table 1. InfiniBand Link Comparison
InfiniBand Link Signal Pairs Signaling Rate Data Rate Full-Duplex Data Rate
1X 2 2.5 Ghps 2.0 Ghps 4.0 Gbps
4X 8 10 Gbps (4*2.5 Gbps) 8 Gbps (4*2 Gbps) 16 Gbps
12X 24 30 Gbps (12*2.5 Gbps) 24 Gbps (12*2 Gbps) 48 Gbps

Although the signaling rate is 2.5 Gbps, the effectiata rate is limited to 2 Gbps, due to the 8B/Encoding scheme; i.e.,
(2.5*8)/10 = 2 Gbps

Table 2. InfiniBand Cables and Transmission Distance
Cable Type Link Rate Distance Notes
CX-4 Copper 1X 0-20 meters (m) Although the InfiniBand specification calls for 20m, Cisco supports up
4X 0-15m to 15m due to bit-error ratio (BER) degradation
12X 0-10m
Optical Fiber: 4X 2-75m InfiniBand Specification: 2-200m
62.5 micron multimode 4X 2-125m 12-core ribbon
50 micron @ 500 MHz/Km 4X 2-200m 12-core ribbon, Cisco supported.
50 micron @ 2000 MHz/Km 12-core ribbon

The 12-core ribbon cable uses the first four fiteershe transmit path. The center four fibers aresad, and the last four fibers
are used for the receive path. Each fiber strapgats 2.5-Gbps transmission.

The structure of bandwidth offered by InfiniBandsimilar to multi-path routing or EtherChannel irat multiple 2.5 Gbps links are
bonded together to form higher speed interfaceis flakes switch design and buffering much simpésalnse packets do not need to

be buffered to accommodate differences in link dpend enables cut-through switching to be used@nfsxample, if a packet is received
from a 2.5 Gbps 1X InfiniBand link, the packet danswitched to a 2.5 Gbps subchannel within a 3@s@2X link without buffering

the packet. Cut-through switching is a switchinghtéque that enables a switch to forward a pacéfsrb the whole packet has been
received, typically as soon as the destinationesidis received. The benefit that cut-through $witg accrues is that is reduces switching
latency, although error checking of packets ispussible.

InfiniBand supports double data rate (DDR) and quaté rate (QDR) transmission that enables InfindB4X links to transmit at 20-

and 40-Gbps respectively. To achieve this eachiBdind lane is clocked at 5 Gbps (DDR) or 10Gbp3RQinstead of 2.5 Gbps. This
increases the throughput of the physical links @sd reduces network serialization delay. An adddl benefit is that because packets
are received faster, the InfiniBand switches caffop@ the destination lookup and switch the packaster, which reduces switch latency.
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It should, however, be noted that packets cannaub¢hrough switched between links that have diffé data rates. Although, single data
rate (SDR), DDR and QDR can co-exist in the santeord, if a packet is received on a single data hatk and is switched to a DDR, or
QDR, link the packet must be store-and-forward cvatl. In practice this means that if QDR or DDRssd within the network, either all
links must be DDR or QDR enabled, or the subnetaganmust be aware of the different link rates sheh packets can be switched
between DDR enabled HCAs using DDR only links,ar@®DR enabled HCAs using QDR only links. The caewjil that is introduced

by mixing different data-rates has ramificationsfidure upgrades to the InfiniBand network ance@idrconsideration regarding mixing
technologies must be taken.

Logical Link and Network Headers

Because InfiniBand defines a Layer 2 local routiegder (LRH) and a Layer 3 global routing headé&H(sfor switching and routing
packets between InfiniBand-attached devices. EafthiBand device is assigned and identified by mue local and global device
identifier that is used within the LRH and GRH hewdto forward packets within the InfiniBand fabiiote that if a packet is destined
for a host within the same subnet, the packet mayay not have a GRH header depending upon theepagie.

Figure 3. InfiniBand LRH Header

InfiniBand switches forward packets between Infaii8l-attached devices using the 2-byte destinatibrcbntained within the LRH.
The LRH provides local ID for source and destinatiartual lane (VLane), service level, a link néegader (LNH) field that indicates
which upper-layer headers follow, and the lengtthefpayload. The LRH service level and VLane edde discussed further in the
QoS section.

The InfiniBand global routing header (GRH) is usedoute frames between subnets based on the afistirGlobal ID (GID), which is
an IPv6format, 128-bit address. An InfiniBand raudperates in a manner similar to that of an IReoin that it rewrites the LRH LID as
the frame passes between subnets; it also decrethentop limit value.

Figure 4. InfiniBand GRH Header

As with IPv6, InfiniBand supports the concept dfcav label that identifies the packet as belondia@ particular stream that may require
special handling, and a hop limit. The GRH alsopsufs traffic classes, a capability that indicdtespriority that the frame should
receive when traversing a router.

Although multicast transmission is an optional dalig within the InfiniBand specification, most mdors support multicast capabilities.
It should be noted that InfiniBand does not suppeostidcast functionality, which has ramifications iPolB operation that are discussed
later.
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Quality of Service: Service Levels and Flow Control

InfiniBand presents a number of transport servibas provide different characteristics. To ensef@ble, sequenced packet delivery,
InfiniBand uses flow control and service levelsonjunction with VLanes to achieve end-to-end QagniBand VLanes are logical
channels that share a common physical link, whér@ne 15 has the highest priority and is used ekatysfor management traffic, and
VLane=0 the lowest. The concept of a VLane is sintib that of the hardware queues found in rowtedsswitches.

For applications that require reliable delivenyfiiiBand supports reliable delivery of packets gsilow control. Within an InfiniBand
network, the receivers on a point-to-point linkipdically transmit information to the upstream sanitter to specify the amount of data
that can be transmitted without data loss, on aMp@ne basis. The transmitter can then transmé datto the amount of credits that are
advertised by the receiver. If no buffer creditsgxdata cannot be transmitted. The use of cleabied flow control prevents packet loss
that might result from congestion. Furthermorenhances application performance, because it apaicket retransmission. For
applications that do not require reliable delivénfiniBand also supports unreliable delivery otkets—i.e. they may be dropped with
little or no consequence—that are not subject W flontrol; some management traffic, for examplesdwoat require reliable delivery.

At the InfiniBand network layer, the GRH contaims&bit traffic class field. This value is mappedat 4-bit service level field within

the LRH to indicate the service level that the ghdk requesting from the InfiniBand network. Asleg@acket is transmitted, the HCA
matches the packet’s service level against a setei@l-to-VLane table, which has been populatethbysubnet manager. The HCA then
transmits the packet on the VLane associated Wihdervice level. As the packet traverses thearitveach switch matches the service
level against the packet’'s egress port to idemhié/\VLane within which the packet should be tramsgab

InfiniBand Subnet Management and QoS

InfiniBand supports two levels of management packaibnet management and the general servicefaoadGSI). High-priority subnet
management packets (SMP) are used to discoveoplotogy of the network, attached nodes, and s@iod are transported within the
high-priority VLane (which is not subject to flowwtrol). The low-priority GSI management packetadia management functions such
as chassis management and other functions notiaesbwith subnet management. These services awitical to subnet management,
so GSI management packets are neither transpoitieith the high-priority VLane nor subject to flowwtrol.

INFINIBAND TRANSPORT LAYER

As with the OSI model’s transport layer, the InBand transport layer is responsible for reliabliveey and flow control. Because not
all applications require ordered and sequencedgbatekivery, the InfiniBand transport layer suppdtifferent connection types that
have different reliability and packet sequencingrelateristics. Although remote direct memory ac¢BEMA) isn’t strictly part of the
InfiniBand transport layer, InfiniBand HCAs provi€RDMA support which offloads data movement as &slthe multiplexing and
demultiplexing of different stream from the CPUaithe HCA.

Remote Direct Memory Access (RDMA)

One of the key problems with server I/O is the GRgrhead associated with data movement between rpemd I/O devices such as
LAN and SAN interfaces. InfiniBand solves this plex by using RDMA to offload data movement from seever CPU to the
InfiniBand host channel adapter (HCA). RDMA is attemsion of hardware-based Direct Memory Access ADkhpabilities that allows
the CPU to delegate data movement within the coengatthe DMA hardware. The CPU informs the DMAdware of the memory
location where data that is associated with a@aéeti process resides and the memory locationdteid to be moved to. Once the DMA
instructions are sent, the CPU can process otheadk while the DMA hardware moves the data. RDMabdes data to be moved from
one memory location to another, even if that mermesydes on another device.
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The problem that RDMA addresses is that when i@ttt network interface cards (NICs) receive dtta,NIC invokes the following
process to transfer data from the NIC to the CP&J application memory space:

1. The NIC interrupts the CPU.

2. The CPU suspends the current thread and eithectssitcontext to a suspended TCP thread, or stagw § CP thread.

3. The CPU instructs the DMA engine where to copydat to in /O memory, and switches context backp previous threads to
resume processing.

4. As data is copied to /O memory, the DMA engineiqdically interrupts the CPU for TCP stack procegsietc.

5. The CPU switches context and then processes thesTdeR until all TCP segments are received andnstoacted into their original
format..

6. The CPU searches and associates the data withpéioation and then instructs the DMA engine to ctipy data into the application
memory space (Figure 5).

This process is extremely inefficient, becausesuits in multiple copies of the same data tramgrdie memory system bus, and also
incurs multiple CPU interrupts and context switches

Figure 5. Traditional Server I/O

' Although most Gigabit Ethernet NICs support theilnipt coalescing feature and not all inbound pisckause interrupts to be issued, significant CPU
overhead can still be incurred
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Figure 6. RDMA-Enabled Server 1/10

By contrast, RDMA, an embedded hardware functiothefinfiniBand CA, handles all communications @tiems without interrupting
the CPU (Figure 6). Using RDMA, the sending deéitber reads data from or writes data to the tallgeices user space memory,
thereby avoiding CPU interrupts and multiple datpies on the memory bus, which enables RDMA toifiagmtly reduce the CPU
overhead associated with data movement betweersnode

To exploit RDMA, the application needs to be capatflleveraging the native RDMA capabilities of théniBand HCA. As most
applications are unaware of the underlying hardwthese applications are currently unable to redliz performance gains by RDMA
without either rewriting the application, or usimjermediary software that can leverage RDMA cadlitéds on behalf of the application.
Because most applications are sockets based, tiketSdDirect Protocol (SDP) and Small Computer @ysinterface over IP (iSCSI),
using the SCSI RDMA protocol (SRP) enables socketed applications to exploit the performance aidgms RDMA without requiring
costly application software customization.

Connection Types and Queue Pairs

Legacy NICs rely upon the CPU to process TCP fiffitrmultiplexing and demultiplexing, data moverheand identification of the
application that the data is intended for, whiatuirs significant CPU overhead. By contrast, thenlBand HCA provides all transport
services, such as reliable data delivery, multiplgxf streams, etc in hardware that improves Cficiency by offloading data
movement, protocol stack processing and multipigxiperations from the CPU.

As described earlier, RDMA solves the problem dhdaovement, but does not address multiplexingjeseced delivery and reliable
delivery. To address this InfiniBand uses the cphoé queue pairs (QPs) that are virtual interfaxgsociated with the HCA hardware

to send and receive data (Figure 7). When an agijitis invoked, the application creates one oren@Ps and registers memory where
data can be written to and from, including read&vpermissions, with the HCA hardware. An applmatmay have a single or multiple
QPs, depending on the application. The applicalea creates a completion queue to indicate whetheperation was successfully
completed. A completion queue may be associatddavitingle or multiple QPs, or completion queuey beacreated for send and
receive operations.
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When one application needs to communicate withrarapplication, the initiating application postwark request to the QP that
specifies what operation—either write or read—it isgpito transfer data. If the data resides in lovamory, the request will include a
local key (L_key). If the memory location is remote, a reenkéy (R_key) must be included. The HCA hardwakegahe work request at
the head of the queue and reads or writes theadatequested within the work queue entry. If data be sent, the InfiniBand HCA
fetches the data from local memory, fragments #ta thto packets as required, and transmits heddrget by appending transport
headers to the data and sending the packets wittfirane appropriate to the specified service class.

Figure 7. Queue Pairs

If the sending application is using RDMA, the redeg HCA copies the data directly to memory using R_Key to verify that the
sending application is authorized to write datéh®mmemory location identified within the RDMA headlIf the sending application is not
using RDMA, the HCA takes a receive-work queue)efitrm the receive queue and writes the receivéd itéo the memory space
identified within the work queue entry. Once théada written, the HCA places a completion queueyan the completion queue to
inform the receiving application that data, inchagithe memory location, has been received. The H@A acknowledges the receipt of
the data to the sending application. Upon recsdifhi@acknowledgment, the HCA hardware places &womplete entry for that work
request in the completion queue to inform the retjng application that the operation is complete.

Because the InfiniBand protocol is responsiblenfianaging all data transport between the nodesehefib this accrues is that data is
copied directly from or to application memory withidCPU or kernel intervention at either the sendingeceiving computer, thereby
enabling the CPU to perform other tasks.

QPs are interconnected using a connection thated to transfer data. InfiniBand supports a nurobéifferent connection types that
have different characteristics depending upon gpi@ations communications requirements. BecaueiBand is responsible for data
transmission that may not have an upper layer pobto detect or recover from lost or corruptedrfes, it supports mechanisms that
provide reliable, in-order delivery of data. ThéniBand transport layer is also responsible faginentation and reassembly of data and
supports error checking and recovery that allowsHEA to detect errors and request the retransomigsficorrupt frames in hardware
independently of the CPU.

® The concept of Keys is used extensively withinriiBiand as it provides a simple and effective metdmarno control access to resources within the
InfiniBand network
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InfiniBand support two different cyclic redundanadyecks (CRC) to detect errors: a variant CRC anidariant CRC. The invariant

CRC (ICRC) is used to detect errors within thedfsethat are not subject to change as data travérsésfiniBand network and provides
end-to-end data integrity protection. The variaRG(VCRC) is used to detect errors that occur withbse parts of the packet that may
change as it traverses the InfiniBand network andiges hop-by-hop data integrity checking. The efSieCRC and VCRC provides a
mechanism whereby even if bit errors are causemhbiptermediate switch or router, the HCA will bdeato detect the error and rerequest
the data.

The attributes of the InfiniBand chanfiglpes are detailed below, with brief descriptiofithe transport attributes and behavior, as well
the application characteristics that can map taifipeservices.

Table 3. InfiniBand Transport Types and Characteristics
Connection Type Description Message Size (Max)
Reliable Connection Acknowledged—Connection Oriented 2GB
Reliable Datagram Acknowledged—Multiplexed 2GB
Unreliable Connection Unacknowledged—Connection Oriented 2GB
Unreliable Datagram Unacknowledged—Multiplexed 256 B-4 KB
Raw Datagram Unacknowledged—Connectionless 256 B-4 KB

Raw Datagram is not an InfiniBand transport type srused for “legacy protocol” operation. The @tem of Raw Datagram is
similar to the unreliable datagram (UD) transpoid ases a special QP.

In practice, most applications leverage the refiannection (RC) and unreliable datagram (UD)spart that are described below.

Reliable Connection Attributes

The InfiniBand RC service sends or receives messageveen two QPs only and provides “once, and only® delivery semantics
where the RC transport expects each packet toflieitly acknowledged by the receiving QP. The Retvice provides ordered delivery
using sequence numbers to detect whether a paagdtden dropped and allows the RC service to retpstslata. The reliability
characteristics of the RC service enable it to supgl InfiniBand operation types, including seiRDMA-read, RDMA-write, and atomic
operations. Applications that benefit from RC seevare those that require reliable communicati@teden two nodes and cannot
tolerate packet loss, data corruption, or out-gfusmce delivery.

Unreliable Datagram Attributes

The UD service is a connectionless, unreliablesjpart method that may send to, and receive frompémer UD QP that shares a specific
Q_key. The job of the UD service Q_key is to prevagurious data access by validating that the sgn@P is authorized to access the
queue. This validation is performed by checking tha received Q_key matches the configured Q_lkélye Q key does not match, the
packet is dropped. With UD service, the receivirg dpes not acknowledge receipt of the packetsgoes it retry lost or corrupted
packets. Furthermore, the UD service cannot detgtebf-sequence or duplicate packets. In lighbheke characteristics, the UD service
supports the InfiniBand send operation only.

3 . . . . . .
Connection is a slight misnomer, because the setyjge may be connectionless.
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Figure 8. IP over InfiniBand LRH and Unreliable Datagram Format

UD transport is used for transport of IP over Iiismnd and for applications that may receive asyoehuos requests from a number of
remote processes and where lost or corrupted datheresent after a timeout period by the init@aprocess.

INFINIBAND SUMMARY

InfiniBand is an interconnect technology that pd®s high throughput and low-latency transport féicient data transfer between
server memory and 1/O devices, without CPU intetigen By leveraging techniques such as RDMA, IBi@nd increases computer
CPU efficiency by enabling more resources to beéadeld to processing other tasks. Although 1/Oaisan issue for most computers,
1/0 is problematic for high-end server platformsl @momputationally intensive applications such as¢hfound in high performance
computing (HPC) environments.

INFINIBAND IN HIGH PERFORMANCE COMPUTING

High-performance computing (HPC) using parallellaagions running on supercomputers has been usandny years to solve

large and complex computations such as modelingdgaamics, simulation of nuclear reactions, or Weaprediction. To provide

the performance required for these compute-intenspplications, many supercomputers have usedtieept of massively parallel
processing (MPP). With the advent of faster CPU raetvork interconnects, computer scientists redlibat the techniques used for MPP
could also be applied to industry-standard sensirsg software to enable message passing betwelss o perform the same parallel
processing operations that have come to be knowelwester computing.”

HPC and Server Input/Output

HPC clusters use much the same MPP principlesdiggeloped within supercomputers, where an indalidompute node (or processor)
within the HPC cluster calculates the result ofrals subset of data, exchanges the result withrgittaressors in the form of messages,
and recalculates using the exchanged resultsitelatintil the data set is reduced to a final testhe exchange of messages between
processors can incur significant CPU I/O overhesdlting from data movement, protocol stack prdogssnd the CPU interrupts that
are generated to move data between interface aadlmemory spaces.
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As a result, although the CPUs were more than depdiperforming the required calculations, the QRllization associated with data
movement, as well as its associated software gtamiessing, was reducing the CPU efficiency ofdloster nodes dramatically. This
inefficiency-caused by the imbalance between tlséesy bus performance, data movement and CPU stackgsing within the server-
meant that the full potential of the CPU could betfully realized.

InfiniBand provides an ideal solution for HPC ckrstommunications as it enables data movement tffloaded from the CPU to
InfiniBand hardware, which enables more CPU timbealevoted to application processing. This, aecibgh-bandwidth and low latency
network characteristics of InfiniBand enable vemge and CPU efficient HPC clusters to be builbhgshdustry standard computers to
solve complex computationally intensive problems.

InfiniBand and Upper-Layer Protocols

For applications to fully leverage the RDMA capdta$ offered by InfiniBand HCA, the upper-layeoprcols (ULPs) need to be able
to interact with the InfiniBand hardware. Most dpgtions are generally unaware of the underlyingiare and use the sockets API
to make socket calls down to the transport layke Jocket call is intercepted within the operatipstem kernel, and the appropriate
protocol stack, typically TCP/IP, is invoked to bleadata exchange between devices. The layer tatien for the application is the
sockets API; therefore, the application is not anafrthe InfiniBand HCA’'s RDMA capabilities thatwld be used to offload data
movement.

Although most applications cannot directly addtéssinfiniBand hardware, these applications nedderaewritten to take advantage of
InfiniBand functions. Because most enterprise apilbns are sockets based, SDP gives these apptisatccess to InfiniBand hardware
features without requiring adaptations to the apidon. For applications that are not sockets-hd&edver-InfiniBand provides a
mechanism that enables the transport of IP ovénfariBand fabric, albeit without the ability toverage InfiniBand RDMA hardware.

Although there are several protocols that can led vser InfiniBand, some are more efficient in laging InfiniBand than others.
Protocols such as User Direct Access Programmibmaty (UDAPL) and the Message Passing Interfacel)edh leverage InfiniBand's
transport services. They provide lightweight ac¢egbe InfiniBand hardware, which enables thesgqmols to achieve very low CPU
overhead and low stack latencies. A brief overvidwach protocol is provided below.

IP-over-InfiniBand

IP over InfiniBand (IPolB) allows TCP or UDP/IP djgations to run over the InfiniBand transport ahbles IP communications
between InfiniBand attached servers or other IRcésvIPoIB also enables standard, sockets-basapdications to be accessed on
InfiniBand-attached servers when used in conjunctith Ethernet-to-InfiniBand gateways that arengsthe UD transport service. An
important point to remember is that InfiniBand does have native broadcast support and therefost provide a mechanism to enable
the Address Resolution Protocol (ARP) and DynanostHConfiguration Protocol (DHCP) resolution.

To provide broadcast capabilities, the IPolB servises a multicast UD transport to distribute bcaatipackets, such as DHCP leases
and ARP, to all members of the IP subnet. Thisicasgt is achieved by explicitly configuring a paotn with which the IP subnet is
associated.

The InfiniBand ARP process differs slightly from RRover Ethernet, in that the ARP response forahget IP address returns the target
device’s GID, which is then cached along with tgét device’s IP address. The host then followsstandard GID-to-LID lookup, using
the subnet manager to find the LID of the targeiae This operation enables the IP applicatiowdok transparently across switched and
routed InfiniBand networks, because the addresdutsn process resolves both local and global esks.
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Figure 9. Protocol Stacks and Libraries

Much as in a standard Ethernet environment, dfeiR packet has been received by the InfiniBamdwrare, it is encapsulated in a
standard UD InfiniBand packet by the HCA and sdhtmits destination. If that destination is arhEtnet-attached host being accessed
across a gateway, then the gateway strips off hegakket headers and encapsulates the IP pacéeththernet packet for further
delivery.

Figure 10. IP-over-InfiniBand Internetworking
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It should be noted that IPoIB does not leveragartherent hardware capabilities of the InfiniBan@A] namely RDMA offload, and the
CPU is responsible for TCP stack processing ancemewnt of data. When the receiving HCA receivestieapsulated packet, the HCA
strips the InfiniBand headers from the IP packet iavokes the 1/0 resource manager (I/ORM). TheRlOthen interrupts the CPU and
the received data is copied to I/O memory, wheraupe CPU is responsible for all associated TCEkgteocessing and session
management (including ACK, FIN, window sizing, gtc.

Sockets Direct Protocol

Another approach that allows TCPfi@pplications to leverage InfiniBand RDMA capalilitis SDP. Given that many modern
applications are written using the sockets API, SBPR intercept the sockets at the kernel levelraap these socket calls to an InfiniBand
RC transport service that uses RDMA operationdftoan data movement from the CPU to the HCA hamwBecause it intercepts the
socket calls at the kernel level and uses the Bi@&port to provide reliable and sequenced dataetg)iTCP processing is not required,
because the InfiniBand RC transport provides rédia-order delivery of data.

Applications may leverage SDP by either nativelirgthe SDP protocol, or by using socket intetogjthin the operating system
kernel. Although SDP does not use TCP/IP for conminations between InfiniBand-attached hosts, TCPIBngarameters may be
required to determine which sockets are intercepye8DP. When SDP intercepts a socket call, it éesdhe TCP port as well as source
and destination IP addresses within the SDP coiomesétup message to identify the application atéinget host. It should be noted that
as packets are transferred between the two dewgesn,though the application may be calling a TRRBbAcket, TCP/IP headers are not
used.

SDP supports three modes of operation—Bcopy, Zcapy transaction mode—depending on whether the datsfér is short-or long-
lived, or transactional in nature. Using Bcopy,adiatcopied into local SDP buffers that are thangferred to the target SDP buffers,
where they are copied to the target applicatioffieosif Bcopy supports the concept of a sliding wim@md is useful for situations
where small amounts of data are transferred, orevtine application requires buffering. Note thatPSBcopy mode doesn't require any
application rewrites, but it cannot utilize thel fifiniBand RDMA capability. It does, however, kerage the RC transport service that
enables data to be transferred without incurring® peocessing overhead. SDP Zcopy uses RDMA readvatelsemantics to transfer
data and is ideally suited to larger data transi#eepy requires some application rework to provitededicated application-space
memory that the RDMA engine requires.

For transactional applications, such as databgsiécations, the source typically transmits a sroathmand message and expects to
receive a larger response. SDP transaction modi@iaps the transactional application request/respqmocess by piggybacking buffer
availability with the request messages. This sttiedmg enables the source to identify to the targleat information is required and to
which memory location to post the results, thusmiging the transaction by reducing communications.

User Direct Access Programming Language

The user Direct Access Programming Language (uDA®&focol enables an application to bypass thedstahTCP/IP protocol and

use the native transport to communicate betweets o cluster of servers and workstations orfabgc. uDAPL and its kernel-level
equivalent, KDAPL, were designed to be transponeatic, and therefore can work on any RDMA-capédiieic as long as a Data Access
Transport library exists to support it. This chagsistic also enables the applications to take iatdgge of the underlying transport service
provided by InfiniBand to permit direct /0O betwettre user mode processes.

The primary role of uDAPL is to provide transpardépendent connection management and transpogténdent, low-latency, zero-
copy data transfer and completion across InfiniBaithough uDAPL is a published specification,stmost commonly deployed within
high-performance database clusters.

* ubP transport is not supported by SDP
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Message Passing Interface

The Message Passing Interface (MPI) is the mostlwideployed protocol within HPC environments tadéye primarily to the rich
library of functions that can be used to constpartllel applications. MPI provides native accesthe InfiniBand protocol stack that
enables applications to leverage InfiniBand RDMAd#ficient interprocess communications.

MPI is a message-passing protocol that enablesagessontaining different instructions to be pasmadieen nodes within a

parallel compute environment. MPI supports thearotf sending data to all processes, or to subgrofiprocesses through the use of
communicator groups and collectives. All communaabetween processes relies upon point-to-poimtnaonications between nodes.
However MPI defines a number of different commutitces models such as scatter, gather, and broadeakthen expose these abstract
patterns to the programmer as collectives whichaibvhe need to construct complex communicati@tems. Collectives are then used
to distribute or scatter data sets for calculatind then gather the results such that they caoigioed to provide the final result. Due to
the rich functionality offered by the MPI libralylPI has become the de facto standard for develgpéangllel compute applications.

INFINIBAND SUMMARY

InfiniBand is an interconnect technology that pd®s high throughput and low-latency transport féicient data transfer between
server memory and 1/O devices, without CPU intetieen These characteristics, plus the use of efficsoftware libraries and protocols
such as MPI, enable clusters of commodity sereec®bperate in executing large complex calculatibas are the basis of many high-
performance applications. SDP enables legacy aijaits to leverage the facilities of the InfiniBamardware, improving the efficiency
and performance of the system and applications.

The development of InfiniBand, that leverages RDiAefficient data transport ,and cluster softwla@s moved high-performance
computing from the realms of expensive supercompulet are available to a few enterprises, tocam@mically viable proposition
for many enterprises.

Cisco Systems, the world leader in networking, jtes industry-leading InfiniBand technologies thatver many of the world’s TOP500
supercomputers. The CigetnfiniBand portfolio includes the Server Fabrici®hiing 7000 series InfiniBand switches, Serverricab
Switching 3000 Ethernet and Fibre Channel gatewafisjBand Subnet Manager, and InfiniBand PCI 4K As. Cisco is also active in
the development and promotion of InfiniBand throtigé OpenIB consortia and development of OpenMRWwsoe libraries.
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